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Executive Summary 
 
 
 

This project has addressed a number of issues related to the potential of 

applying emerging remote sensing technologies to address the information 

gathering process in forestry and forest inventory. The technologies that have 

been focussed on in this  project include Light detection and Ranging (LiDAR) 

and hyperspectral imaging spectroscopy. The project used a study area centered 

on Canfor’s Tree Farm License (TFL) 18 north of Clearwater, B.C.  

 The overall goal of the project was to evaluate LiDAR and hyperspectral  

technologies, independently and together, as potential contributors to the 

extraction of information relevant to forest information gathering. The specific 

objectives were: 

 assess the state of the tools available for the processing of large volumes of 

LiDAR and hyperspectral data; 

 develop, where necessary tools to fill processing voids; 

 apply these tools to the processing of the data collected for a large spatially 

contiguous block of data representing a forest management unit; 

 evaluate the results within the context of existing forest inventory 

methodology. 

 Data were acquired over a 4 day period using a multisensor instrument 

platform in a fixed wing aircraft. This was not an experimental design and has 

subsequently been used in numerous data acquisitions both in British Columbia 

and elsewhere.  



 A processing framework was developed to address the needs of the project. 

Where possible we used commercially available software and developed 

processing tools to address any encountered deficiencies. The outcome of this 

assessment was that while a number of tools to preprocess data to prepare them 

for further analysis were available commercially, further processing to extract 

forest attributes required the development of custom tools. 

 The LiDAR data were processed to derive a number of initial products. 

These included a bare earth model representing a digital elevation model without 

the effects of vegetation, a canopy height model which is the terrain-normalized 

vegetation height, and a series of metrics representing the vertical and horizontal 

descriptors of the vegetation canopy. This set of metrics is based on the 

processing of the LiDAR vegetation returns within a user specified grid cell on a 

quantile basis. 

 The hyperspectral imaging spectrometer data were initially processed to 

remove the effects of atmospheric and illumination. The data were then 

orthorectified to accurately position the data and remove the effects of 

relief/vertical displacement. For the latter a digital surface model representing the 

3 dimensional reflective surface was used. The result was that the hyperspectral 

data were positioned to within plus/minus 2 metres, or 1 pixel. 

 Field data were collected for a single 1:20000 map sheet. These data were 

used to calibrate the LiDAR models. A novel technique to address the issue of 

sample selection based on the LiDAR data was developed. This technique 

provides the user with an oversight of the distribution of structural elements 



within the canopy, and ensures that the sample design optimizes for a both 

representativeness and sample design. 

 The LiDAR biometrics were modelled based on the attributes collected 

during the field work. The attributes modelled included tree height, diameter, 

volume, and biomass. The results suggest that we can relate the field-measured 

attributes to the LiDAR biometrics with a high degree of correlation. A range of r2 

results from 0.95 to 0.86 was obtained, depending on the complexity of the 

attribute modelled. These models were spatially extrapolated to include the entire 

study area. 

 The hyperspectral data were used to address the question of species 

composition. One of the drawbacks with traditional analysis of remotely sensed 

images is that when applying the analysis in a image matrix environment we 

typically do not extract spatially explicit information. The approach used in this 

project was to derive an initial representation of individual treetops using the 

LiDAR data. Each of these treetops were stored in a tree list where the location 

and height of each of the dominant - codominant trees were retained. These 

treetops were subsequently mapped onto the hyperspectral data and a single 

spectrum representing the top of the tree was extracted. These individual spectra 

retained the positional information of the treetop so that we could map them back 

into geographic space one the analysis was complete. The spectra were 

classified using a supervised Spectral Angle Mapper classificationapproach. An 

assessment of accuracy was performed using a  leave-one-out cross-validation 

approach on the training data. The resultant overall classification accuracy was 



76% with the greatest confusion between the spruce and fir species. The 

classified spectra were grouped into a 20 metre grid (based on the same grid 

structure that was applied to extract the LiDRA biometrics. The grouping that we 

applied was based on the leading species. We calculated this metric based on 

the volume of specific identified species within the  individual cells.  

 While the project was successful in identifying a number of attributes that 

could be extracted we also identified the number of issues that need further work. 

For the LiDAR data there is a need to further develop the metrics that describe 

the forest environment. Directions that are presently being considered relate to 

the modelling of site index integrating the very high information content of the 

bare earth model and potential evapotranspiration models. An additional model is 

one dealing with wood quality (based on wood density) from LiDAR biometrics 

and site modelling. The hyperspectral data system is less mature and more 

complex than LiDAR. One of the issues that were addressed in this project is that 

of species classification. This area needs further elaboration, especially in 

addressing more effective methods to partition the feature space. Other analysis 

includes the mapping of chlorophyll, and by extension foliar nitrogen. While the 

modelling processes of the spectral features to extract these attributes are 

important we need to address, more fundamentally, the noise characteristics of 

the data. This is crucial as the forest environment is a relatively low reflector, and 

as such the noise component of the data becomes increasingly important. If we 

can characterize the noise more effectively then it becomes less of an issue in 

low illumination environments.  



 The final area of research identified here is that of newer technology and 

the potential for application to forest related problems. This is primarily focused 

on higher frequency LiDAR systems (currently up to 260 KHz.) and high spatial 

and spectral resolution imaging spectrometers. The increase in resolutions will 

increase the challenges in feature extraction, but also allow for a much higher 

potential to extract meaningful features. At the other end of the resolution 

spectrum are satellite-base systems. There are currently plans for global 

coverage of hyperspectral data with resolutions approaching .25 Ha. In addition, 

missions with large footprint full waveform systems are also planned. The 

integration of these two systems will allow us to accurately model regional to 

global changes in biomass quickly and relatively inexpensively. 

 
1) Introduction -  Background, rationale, and objectives.� 
 

Remote sensing technologies have, over the past few years, through the 

miniaturization of electronics, allowed for the development of small relatively low 

cost instrumentation. The size and cost reductions have allowed us to develop 

sensor platforms that integrate a variety of sensors. Due to the reduced size and 

power requirements of the sensors smaller, and thereby less expensive, 

platforms can be utilized. This has resulted in unprecedented opportunities for 

data collection. 

 The present project was initiated to evaluate two emerging technologies, 

LiDAR and hyperspectral imaging, to collect data and extract information 

pertaining to forested environments. The term emerging is used in this case as 



the technologies are not new, but are now increasingly being considered 

technically and economically viable for more routine (i.e. non research) collection 

of data.  

 The overarching goal of the project was to evaluate hyperspectral - LiDAR 

data to address questions related to forest inventory in terms of compatibility with 

more traditional approaches to inventory. Given cost, time, and accuracy 

constraints associated with traditional methods of forest inventories, the question 

as to whether these technologies could act as alternative, or complimentary, 

information sources to alleviate these constraints was obvious. The research 

objectives for this project are focussed on 1) the development of data 

development tools to allow us to evaluate the data, and 2) extraction of forest 

inventory attributes. This report details the work carried out towards the 

realization of the primary goal of the project, focussing on the two principal 

objectives mentioned above. 

 

 

 

 

2) Methods 
� 
2.1) Study Site Description 
 
This project was conducted on Tree Farm Licence (TFL) 18, located in central 

British Columbia (North Thompson region) near Clearwater, BC (Figure 1). The 

TFL is held by Canadian Forest Products (Canfor) Limited, Vavenby Division, 



and administered by the BC Forest Service, Headwaters Forest District Office, 

Southern Interior Forest Region, Clearwater, BC. TFL 18 is approximately 74, 

545 ha (745.45 km2) in area, with approximately 90% of the land base classified 

as productive forest. The terrain is characterized by gently rolling hills and high-

elevation plateaus, with elevations ranging between 516 to1995 m.a.s.l (Figure 

2). Numerous rivers, lakes, and wetland complexes are found throughout the 

TFL. Three different biogeoclimatic (BGC) zones occur within the TFL: the 

Engelmann Spruce-Subalpine Fir (ESSF) zone (approximately 51% of total 

area), Sub-Boreal Spruce (SBS) zone (32%), and the Interior Cedar-Hemlock 

(ICH) zone (16%). The main commercial tree species are Picea engelmannii 

(Engelmann spruce), Picea glauca (white spruce), Pinus contorta (lodgepole 

pine), Abies lasiocarpa (subalpine fir, also known as balsam), Pseudotsuga 

menziesii (Douglas-fir), Tsuga heterophylla (western hemlock), and Thuja plicata 

(western redcedar). Approximately 48% of the stands are spruce leading, 

followed respectively by pine (26%) and balsam (20%). Forest age classes within 

the TFL range from newly harvested to greater than 260 years: 0–40 yr. (31%); 

40–80 yr. (12%); 80–140 yr. (24%); 140-260 yr. (27%); >260 yr. (6%). The TFL is 

currently experiencing a mountain pine beetle (MPB) epidemic, with 

approximately 3,460,640 m3 of mature pine volume susceptible to attack 

(BCMOF, 2006). 

2.2) Remote Sensing Data Collection 
 
Airborne LiDAR and hyperspectral data were acquired over 647 km2 of the total 

745 km2 area of the TFL between August 16 and 19, 2006, using the jointly 



developed UVic/TRSI Multi-sensor Airborne Platform (MAP). MAP was designed 

to simultaneously acquire hyperspectral imagery, 3-D LiDAR points, and very 

high resolution colour digital photography. The sensor suite was installed on 

TRSI’s multi-engine, fixed-wing (Piper Navajo) aircraft. The principal advantage 

of co-locating these sensors on the same airframe is that many of the post-flight 

data processing steps can be integrated and streamlined for improved efficiency. 

   The complete sensor suite for the airborne data acquisition included a full-

range imaging spectrometer, scanning LiDAR, and two small-format, true-colour 

(RGB) digital cameras. The hyperspectral instrument (Specim AISA Dual) is 

composed of two separate spectrometers, one covering the visible/near infrared 

wavelengths (VNIR: 400-1000 nm), while the second images in the shortwave 

infrared (SWIR: 1000 - 2500 nm). Together, these two spectrometers produce 

498 discrete spectral bands integrated into a single image cube. The LiDAR 

instrument is a scanning, small-footprint (< 1 m), discrete-return instrument 

(designed and built by TRSI), capable of recording the first and last return of 

each reflected laser pulse. The laser has an operational wavelength of 1060 nm 

and maximum pulse rate of 100 kHz (or 100,000 pulses per second). The dual 

small-format digital cameras collect colour photography at centimeter spatial 

resolution. All of the positional information, including attitude (i.e., roll, pitch, and 

heading) of the aircraft were acquired during the survey flight by an onboard 

Global Positioning System (GPS) receiver and an Inertial Measurement Unit 

(IMU), respectively. One of the metadata attributes that is recorded by all 

instruments is a very high resolution time stamp. This feature is critical for 



accurate georeferencing and spatial integration of the hyperspectral, lidar, and 

photographic datasets.   

 The spatial resolution of the multi-sensor RS data is determined by the 

electronics of the individual sensors, as well as by numerous flight and survey 

parameters (Table 1). The RS mission required approximately 12 hours of total 

flying time over the span of four consecutive days to collect all of the airborne RS 

data for this project. The sensor platform was flown at approximately 1600 m 

above the ground surface at airspeeds of 250 km/hr. The LiDAR system 

operated at a laser pulse rate of 60 kHz, scan speed of 37 Hz, and maximum 

scan angle of ±20 degrees. This yielded an average LiDAR point density of 1.22 

points/m2 (± 0.44 points/m2 at one standard deviation), 2 m spatial resolution for 

the hyperspectral imagery, and colour photography with a 25 cm spatial 

resolution. Relative and absolute vertical accuracies of the LiDAR data were 

estimated by the service provider (TRSI) to be 15 cm and 30 cm, respectively. All 

RS data were georeferenced using the UTM Zone 10 North projection, North 

American Datum 83 (NAD83), and HT 2.0 geoid.  

 

Table 1: Summary of instrument settings and survey parameters used for remote 
sensing data acquisition over TFL 18. 
 
 
 
Flight Date  Aug. 16, 

2006 
Aug. 17, 

2006 
Aug., 18, 

2006 
Aug., 19, 

2006 
Start Time (Hr.) 20:38:57 17:13:29 17:33:48 16:48:35 
End Time (Hr.) 22:38:03 20:10:16 20:27:42 20:54:39 
Weather Overcast Overcast Overcast Overcast 
Flying Height (m) 1600 1600 1600 1600 
Air Speed (km/hr) 250 250 250 250 
GPS PDOP* < 2 < 2 < 2 < 2 



Laser Pulse Repetition 
Rate (kHz) 

 
60 

 
60 

 
60 

 
60 

Max. Laser Scan Angle 
(°) 

±20 ±20 ±20 ±20 

Laser Scan Rate (Hz) 37 37 37 37 
Average Laser Point 
Density (points/m2) 

 
1.22 

 
1.22 

 
1.22 

 
1.22 

Nominal laser footprint 
diameter (cm) @ 1600 m 

 
72 

 
72 

 
72 

 
72 

Hyperspectral Spatial 
Resolution (m) 

 
2 

 
2 

 
2 

 
2 

Hyperspectral Spectral 
Resolution (nm) 

VNIR: 2.9  
 (244 bands) 
SWIR: 5.8 
(254 bands) 

VNIR: 2.9 
(244 bands) 
SWIR: 5.8 
(254 bands) 

VNIR: 2.9 
(244 bands) 
SWIR: 5.8 
(254 bands) 

VNIR: 2.9  
 (244 bands) 
SWIR: 5.8 
(254 bands) 

Digital Camera Spatial 
Resolution (cm) 

 
25  

 
25 

 
25 

 
25 

 
*Positional dilution of precision (PDOP) indicates the accuracy of a 3D GPS position based on 
the number and geometry of satellites at the time of survey (4 or less required for survey grade 
accuracy). 
 
2.3) Remote sensing data processing framework 
 
We encountered a number of technical challenges related to the data processing 

requirements of this project. The first was simply the storage and handling of a 

remotely sensed dataset the size and complexity of the one produced by MAP. 

The hyperspectral sensor, alone, generated approximately 1 GB of data per 

minute of operation, while the LiDAR produced nearly 1 billion 3-D points plus 

associated attributes (e.g., GPS time stamp, horizontal and vertical position, 

intensity, return class, etc.) over the entire survey area. The challenge, therefore, 

was to develop a processing environment that could deal with these large data 

volumes using commonly available computing resources. The second challenge 

was to design and develop a data processing framework under which we could 

convert these large and disparate RS datasets into more meaningful forest 



measurements. Prior to starting this project there existed no commercially 

available data processing environment that would allow us to take advantage of 

the combined sensor payload of MAP. Consequently, much of our research effort 

has been directed towards the design and development of analytical procedures 

and software-based toolsets.  

We chose ITT Visual Information Solutions (ITT VIS) Interactive Data 

Language (IDL) as our main software development environment, because of its 

long history 

 of use in array-oriented image processing, analysis, and visualization. IDL 

is also the development environment on which ITT VIS ENVI (a popular 

commercial remote sensing application) was built. Our software toolset was 

developed for cross platform use with Windows and Macintosh, and compiled as 

a suite of standalone run-time executables. Image output formats are in GeoTIFF 

and ENVI Standard formats, which allow direct access to more advanced ENVI 

functionality and other commercial CAD and GIS applications. The following 

sections summarize the processing framework developed for these 

simultaneously collected LiDAR and hyperspectral datasets (Figure 2). 

 

2.4) Lidar Data Processing 
 
 2.4.1 Post-flight processing, calibration, and validation 
 
Initial post-flight processing, calibration, and validation (i.e., quality assurance 

and quality control) of the LiDAR dataset were carried out by the data service 

provider (TRSI). Post-flight processing involved the conversion of raw laser range 

(distance), scan angle, GPS, and IMU measurements to georeferenced 3-D 



points (xyz) projected in a known coordinate space (UTM Zone 10 North, NAD83, 

HT 2.0). Georeferenced points were then assessed for survey-wide (gross) 

geometric distortions (i.e., positional inaccuracies and outliers), and any 

between-flight-line differences in point-cloud geometry (step errors) were 

adjusted to allow precise 3-D spatial matching of LiDAR flight lines and points 

across the entire survey area. Once geometrically corrected and validated, the 

LiDAR dataset was delivered to UVIC for further processing (i.e., classification, 

filtering, tiling, digital surface modelling, and attribute extraction). 

 
 
 2.4.1.2. Point classification and filtering 
 
We relied on commercially available software, Terrasolid TerraScan 

(http://www.terrasolid.fi/), running on top of Bentley MicroStation CAD V8 (both 

Windows applications) to classify and filter the LiDAR dataset. Classification 

involved the separation of individual LiDAR points into ground (bare-earth) and 

non-ground (vegetation) classes using an automated slope-based filtering 

algorithm (Vosselman, 2000). The algorithm is iterative and begins by binning the 

entire LIDAR point cloud into a regularized grid of square cells of user-defined 

dimension (50 m). The lowest point (minimum elevation) in each grid cell is then 

used to construct an initial triangulated irregular network (TIN) model of the 

ground surface. Each remaining unclassified point is subsequently evaluated for 

its angle and height above the triangle plane, and those within a certain threshold 

distance (height) and angle above the plane join the TIN. The main assumption 

here is that points exhibiting large increases in elevation over short horizontal 



distances are more likely due to variations in vegetation height rather than 

topography. The routine continues until all possible ground points are 

incorporated into TIN and a complete bare-earth model has been formed. Finally, 

unusual points (outliers) isolated by elevation (i.e., those found well below or 

above the local ground surface) were filtered and removed from the LiDAR point 

cloud as error points. 

 

 2.4.1.3. Use of data tiles or blocks 
 
The segmentation of LiDAR datasets into spatially discrete data tiles or blocks is 

a necessary part of LiDAR data processing, because of the excessive random 

access memory (RAM) requirements needed to read, store, and manipulate large 

point clouds. The logic we applied to tile the LIDAR dataset was based on a 

number of processing requirements. First, the tile origin and extent needed to be 

compatible with the origin and spatial scale (i.e., pixel size and extent) of the 

hyperspectral imagery. Second, the tile geometry and layout had to conform to a 

2-D Cartesian coordinate system, so that individual LiDAR points, cells (pixels), 

and tiles could be spatially indexed using a single pass through the dataset. Last, 

the tiling system needed to accommodate a multi-scale nested design that would 

maintain the spatial integrity and continuity of individual pixels within and 

between tiles. We chose two tile sizes to accomplish this: (1) ground points were 

segmented into 4000 m (16 km2) square tiles, and (2) all points (both ground and 

non-ground classes) were placed into 1000 m (1 km2) square tiles. Both tile sizes 

shared the same origin point (i.e., outside edge of the lowest left-hand pixel in the 

hyperspectral image array), so that four 1000 m (all points) tiles would fall neatly 



within the bounds of one 4000 m (ground points) tile, and 2.5 × 105 2 m 

hyperspectral image pixels would fit exactly within a 1000 m tile. We added an 

arbitrary 50 m of overlap to both the 1000 m and 4000 m tiles prior to file 

generation, as a way to avoid any edge effect that might hamper other 

downstream processes (i.e., construction of the bare-earth and canopy height 

models, and single-tree isolations).  

 

 2.4.1.3. Extraction of digital surface models  
 
We built four different digital surface models (DSM) using the classified, filtered, 

and tiled LiDAR points, each with a different spatial resolution (grain rather than 

extent) and spatial data structure (i.e., raster, vector, and TIN). First, we 

constructed a gridded (raster) 2 m spatial resolution top-of-reflective-surface 

model (TRSM) using the highest point (maximum elevation) found within each 2 

m cell. The TRSM shared the same pixel size and range rectangle (i.e., origin 

and extent) as the hyperspectral imagery, so that each image set would overlay 

perfectly one upon the other. The TRSM was used exclusively to orthorectify 

(planimetrically correct) the hyperspectral dataset (details of the orthorectification 

process are given below).  

Second, we created a 1 m raster bare-earth or digital elevation model 

(DEM) for use as a standalone map product (Figure 3) and as a baseline surface 

to convert canopy elevations above mean sea level to local heights above the 

ground. This was a two step process: (1) we reconstructed the original 

TerraScan bare-earth TIN using all of the LiDAR points classified as ground (IDL 

TRIANGULATE procedure); (2) we used an exact, C1 linear interpolator to extract 



a regularized 1 m DEM from the TIN (IDL TRIGRID function). We chose 

triangulation with linear interpolation over other popular methods of interpolation 

(e.g., kriging and inverse distance weighting; Lloyd and Atkinson, 2002), because 

of its speed, efficiency, and direct compatibility with TerraScan’s ground 

classification algorithm and TIN data structure.  

Third, we extracted a canopy height model (CHM) by (1) overlaying all of 

the classified LiDAR points on top of the 1 m DEM, (2) estimating the ground 

surface elevation (ZGround) located immediately beneath (or in the rare case above) 

each classified LiDAR point (ZLiDAR) using a bilinear interpolator (IDL 

INTERPOLATE function), and finally (3) differencing the two elevations (ZLiDAR 

minus ZGround) to compute a canopy height in metres above the ground surface for 

each classified point in the dataset (Figure 4). The CHM served two main 

purposes: (1) it provided the basic spatial information needed to compute other 

LiDAR biometrics and synthetic variables, and (2) it was the primary source of 

data used to produce a 2 m top-of-canopy-surface model as a precursor to the 

tree-top model. We constructed the 2 m top-of-canopy-surface model using the 

maximum LiDAR height found in each 2 m cell. 

Last, we developed a tree-top model by moving a 3 × 3 pixel (36 m2 in 

horizontal ground units) or 5 × 5 pixel (100 m2 in horizontal ground units) ‘local 

maximum (LM)’ filter kernel (window) over the 2 m top-of-canopy model to isolate 

and locate the apex of each overstory crown in the image array (Figure 5). The 

LM algorithm was originally developed for high-spatial-resolution optical imagery, 

whereby the brightest pixel (maximum digital number) within the crown was 



assumed to represent its apex or highest point (Hay and Niemann, 1994; 

Niemann et al., 1999; Coops and Culvenor, 2000; Wulder et al., 2000). With 

LiDAR data, the LM rule is simplified somewhat by the assumption that the crown 

apex has been found when the centre cell of the filter kernel is coincident with the 

local maximum canopy height (i.e., all other surrounding grid cells have a lower 

surface canopy height). As expected, this technique is highly effective when the 

scale (grain and extent) of the LM filter optimally matches the scale of the image 

objects (individual crowns). However, in cases where there is a significant scale 

mismatch between these two spatial entities (i.e., when kernel size is markedly 

smaller or larger than crown size), errors of omission (missed trees) and 

commission (falsely identified trees) become more prevalent.  

We relied on the tree-top model to support two critical processing steps. 

First, we used the location of each identified local maximum canopy height to 

sample continuous reflectance spectra (400-2500 nm) backscattered from each 

identified crown. These sampled spectra were subsequently classified by species 

or species group using Spectral Angle Mapper (SAM) classification (details of 

SAM are given below). We developed this sampling approach based on two main 

assumptions: (a) individual species within and between taxonomic groups are 

most reliably identified using branch- and crown-scale reflectance spectra 

(Roberts et al., 2004), and (b) the least ambiguous spectral signatures tend to be 

associated with the sunlit portion of the crown (Leckie et al., 2005). Second, we 

arbitrarily adjusted the height associated with each tree-top location upward by 

0.5 m to compensate for the potential negative bias associated with LiDAR tree 



heights (Rönnholm et al., 2004; Andersen et al., 2006). We then computed basal 

area (cm2) on a per tree basis for each identified tree using a species-and region-

specific allometric equation, and applied these predicted basal areas to estimate 

species proportion by basal area at cell- and stand-scales. 

 

 2.4.1.4. Grid-based LiDAR biometrics and synthetic variables 
  
We constructed a regularized grid of 20 m (400 m2 or 0.04 ha) cells, with an 

origin and extent (range rectangle) identical to the hyperspectral imagery and the 

four LiDAR-derived DSMs. The choice of grid-cell size was constrained not only 

by the spatial scale of these other data layers, but also by the need to match, as 

closely as possible, the footprint of our ground-reference inventory plots (i.e., 20 

m diameter [314 m2] circular plots). We applied the 20 m grid as a spatial 

template to extract a number of descriptive statistics (biometrics) from the 

normalized LiDAR point cloud composed of heights rather than elevations. We 

applied a fixed height threshold of 2 m to eliminate any of near-ground LiDAR 

points with higher classification uncertainty from the biometric calculations 

(Nilsson, 1996). We also found through experimentation that biometrics 

(particularly density-based metrics, see below) calculated with height thresholds 

of 1 m or less were highly sensitive to variations in point density (Gobakken and 

Næsset, 2008). 

We selected three separate classes of biometrics based on previous work 

by Magnussen and Boudewyn (1998), Means et al. (2000), Næsset (2002), and 

Frazer (2007). First, we estimated sample quantiles corresponding to the 0, 5, 

10,…., 100th percentiles of the LiDAR canopy height (>2 m) distribution within 



each grid cell following “Definition 6” (SAS and SPSS defaults) in Hyndman and 

Fan (1996): 

 

where Lhq is a sample quantile of LiDAR canopy height 

corresponding to sample fraction or probability q (0 ≤ q ≤ 1); xi is the sorted 

(ordered) height or ith order statistic of a LiDAR canopy return with ascending 

rank order i (i.e., x1 ≤ x2 ≤ ….xn); g is a weighting coefficient (0 ≤ g ≤ 1) given by                           

and g=qn+m-j   where [u] denotes the largest integer not greater than u (i.e., floor 

function); n is the sample size, and m is a constant set to q. Estimates Lhq at 

selected values of q (typically 0.5 ≤ q ≤ 0.9) are highly correlated with stand 

height and other inventory attributes (e.g., volume, biomass, etc.) dependent on 

height (Magnussen and Boudewyn, 1998; Lim and Treitz, 2004). Also, quantile 

plots of Lhq (x-axis) versus q (y-axis) reveal the overall pattern of vertical canopy 

structure (Figure 6), and therefore provide a useful signature to further quantify 

vertical canopy structure (Frazer, 2007). 

 Second, we implemented the method of L-moments developed by Hosking 

(1990) to quantify location, scale (dispersion), and shape (skewness and 

kurtosis) parameters of the LiDAR canopy height distribution within each cell. We 

adopted this method rather than the conventional method of moments (i.e., 

sample product moments given by any statistical package), because L-moments 

are markedly more robust (show less bias, variance, and ambiguity) in the 

presence of outliers, skewness, and small sample sizes (n < 100), and able to 

accurately identify and distinguish between a much broader range of 



distributional shapes (Hosking, 1992; Vogel and Fennessey, 1993; Guttman, 

1994). L-moments are derived from linear combinations of order statistics, and 

can be estimated indirectly for any distribution using unbiased sample estimates 

of the probability weighted moments (Vogel and Fennessey, 1993): 

 

 

 

 

 

 

where, b0, b1, b2, and b3 are unbiased sample estimates of the first four probability 

weighted moments (PWM); xi is the sorted (ordered) height or ith order statistic of 

a LiDAR canopy return with descending rank order i (i.e., x1 ≥ x2 ≥ ….xn), and n is 

the sample size. The first four L-moments, which are analogous to conventional 

central moments, can be estimated from PWMs using the following linear 

equations: 

 

 

 

 

 

 

 



 

Finally, L-moment ratios, which are analogous to product moment ratios (i.e., 

coefficient of variation, skewness, and kurtosis) and independent of the units of 

measurement of x (m), can be estimated by (Hosking, 1990): 

τ = λ2/λ1,    (0 < τ < 1). 

τ3 = λ3/λ2,   (−1 < τ3 < 1). 

τ4 = λ4/λ2, (0.25(5 τ3
2 − 1) ≤ τ4 < 1). 

We therefore defined the mean (LhMean), coefficient of variation (LhCOV), skewness 

(LhSkew), and kurtosis (LhKurt) of the LiDAR canopy height distribution as λ1, τ, τ3, and 

τ4, respectively, in keeping with the definitions given by Hosking (1990).  

 Last, we computed canopy density or cover (CCf) at equal intervals of 

relative height f from the near top to the near bottom of the canopy following the 

methods of Gobakken and Næsset (2008): 

 

 

 

where nf is the number of canopy heights found above relative height f, and N is 

the total number of LiDAR points within the cell. Relative height f ranges between 

0 (bottom) and 1(top) and was constrained between the absolute heights of 2 m 

(f = 0) and Lh0.95 (f =1) above the ground surface (Figure 6). Estimates of canopy 

density were restricted to within these two absolute canopy heights, because 

outside these limits CCf became increasingly sensitive to variations in LiDAR 

point density. CCf changes dramatically from the top to the bottom of the canopy, 



and again provides a distinctive signature of vertical canopy structure. CC0, in 

particular, is often applied as an estimate of forest canopy cover (Means et al., 

2000; Hopkinson and Chasmer, 2008). Because Lhq, L-moments, and CCf 

variables were highly intercorrelated, we constructed a cross-products matrix 

using Pearson correlation coefficients, subjected it to Principal Components 

Analysis (PCA) and kept only  

 

 
2.5) Hyperspectral processing 
 
2.5.1) Orthorectification of hyperspectral imagery 
 
The data collected by MAP is unique on a number of fronts. The first is that the 

spatial resolution is very fine - 1 to 2 square metres. This yields an image 

database that that is very variable with respects to the signal to noise ratio (S/N), 

with reflectance intensity being decreasing quickly into the canopy or on sides of 

objects. A second area where the data are unique is in the simultaneous 

collection of both hyperspectral and LiDAR data. This allows us to exploit the 

positional accuracy and information of the LiDAR data to position the 

hyperspectral imagery, resulting in an image dataset that is positioned to within 

the accuracy of the DGPS of the INS (typically better than 1 metre) as well as 

othrocorrected to within a pixel of the LiDAR data.  

 As can be seen in figure 5 as part of the preparation of the hyperspectral 

data we orthorectify them to position the imagery accurately within geographic 

space as well as to remove the effects of relief / vertical displacement. This 

coregistration is crucial in many of the subsequent elements of the processing. 



Our processing thread is based on a parametric georectification approach where 

the specifics relating to the absolute positioning and attitude of the platform is 

derived from the metadata supplied by the INS system. This allows us to position 

the imagery with respect to a flat surface without the need for ground control and 

tie points. Both the absolute location of the platform as well as the attitude is 

considered. The data are further orthorectified through the use of the LiDAR 

data. This removes the effects of displacement caused by vertical deviations 

from a flat surface. With data having a very small spatial resolution they are 

prone to effects of displacement caused by relatively small vertical features, such 

as trees. For us to be able to account for this displacement we need to develop 

an elevation model that takes into account the effect of these features.  

 Traditional orthorectification employs a DEM that assumes a bare earth. We 

needed to develop a surface model that also included the features that were 

located on the bare earth. To this end we derived a Top-of-Reflective Surface 

(TORS) elevation model that provided us with the maximum height within a grid 

cell. The spatial resolution of the TORS model is set to the same as the 

hyperspectral imagery. The result of the orthorectification is presented in figure 

5a. In this sample we can examine the relationship between the orthorectified 

hyperspectral and the LiDAR intensity data. The results of the orthorectification 

can be seen to be within a single pixel of the LiDAR image. A second example is 

presented in figure 5b where the hyperspectral data has been draped onto an 

isolated object (a tree) to demonstrate the accuracy of the positioning. Again, as 

with the sample in figure 5a, the correspondence of the two data sets is within a 



single pixel. 

2.5.2) Radiometric and Atmospheric Correction 

The concurrently collected hyperspectral data were, in addition to the 

orthorectification, processed to extract ground reflectance. This allows us to 

compare data collected over multiple days and in differing light conditions. 

Ground reflectance is modelled using a radiative transfer model such as 

MODTRAN. This allows us to account for variations in incoming radiation caused 

by geographic location, time of day and time of year. The resulting output, 

apparent reflectance, does not take into account the atmosphere between the 

instrument and the ground. The noise introduced by the atmosphere here is 

compensated for by applying an empirical line calibration using ground 

reflectance spectra collected on the day of the data collection. This calibration 

adjusts the apparent reflection to the ground calibration ground spectra. 

2.5.3) Image analysis and Classification 
 
Hyperspectral data was used primarily of the identification of forest species. The 

nature of these data, like other forms of passive optical data is that we are 

presented with gridded matrices of data. These data, while positionally accurate, 

have no spatially explicit topological structures. In other words they are 

essentially flat files with a minimum of explicit spatial referencing, limited to an 

origin and pixel spacing. The objective of this work was to integrate the 

hyperspectral with the LiDAR data so a new approach to addressing the data 

was envisioned. This new approach used the LiDAR data to guide the sampling 

of training/calibration  of the hyperspectral data. The reasons for this are twofold. 



The first is that it will allow us to focus on only the portions of the image that are 

relevant to the analysis. The second, and more important is that with very high 

spatial resolution images the influence of shadowing and a general decrease in 

illumination with depth into the canopy becomes more noticeable, which results 

in a decrease in the signal to noise, often very rapid, as we move away from the 

top of the canopy. This decrease in signal to noise results in decreasing 

classification or other analytical accuracies. To accommodate for this problem we 

have used the LiDAR data to help filter out pixels that do not represent the areas 

with the highest illumination. This can be achieved in two ways. The first is to use 

the LiDAR canopy height surface to eliminate all of the areas below the 

dominant-codominant canopy. While this approach helps to remove unwanted 

pixels it does not resolve the first of the issues described above, which is that the 

image remains in a georeferenced flat file format.  

 To over come this we adapted a method based on the tree-top isolation 

methodology developed in the 1990’s (Niemann, Adams et al. 1999; Coops and 

Culvenor 2000; Wulder, Niemann et al. 2000) to define the locations of the trees. 

The individual tree-top extraction is based on a relatively simple approach that 

was the focus of a significant amount of work in the early 1990’s (Hay and 

Niemann 1994). This approach relies on the use of a local maximum filter. A 

height matrix (in this case the LiDAR canopy height model) is scanned and 

assessed for a local maximum within a 3x3 or a 5x5 matrix . The local maximum 

rule is that the grid cell in the centre of the matrix must be higher than all of the 

surrounding grid cells (see figure 10). While this approach proved to have some 



utility in 2-dimensional digital imagery where the assumption that the brightest 

pixel within a tree crown is also the highest is commonly met, it is ideally suited 

for LiDAR data where this assumption is not necessary. That is the highest 

LiDAR value represents the highest measured point on a tree crown. As 

mentioned above there are a number of drawbacks to using this technique. The 

first relates to the stand density, where overlapping crowns may be missed as 

separate entities. This method is more accurate in managed stands where the 

crowns are separate and somewhat regularly spaced although high success 

rates of extracting the locations of individuals have also been found for old-

growth coastal stands. Our independent assessment suggests that when 

addressing coastal old-growth douglas fir stands  approximately 90% of the 

individuals were isolated using this approach. The second is the fact that the 

highest point on the crown may not represented by the LiDAR data. The LiDAR 

footprint (or the area of the laser beam that intersects with the reflecting surface) 

which is typically 20 to 30 cm for the data flown in this mission may, or may not, 

intersect with the top of the tree. The result is an underestimation of the tree 

height. This condition is well known, has been reported in the literature (Gaveau 

and Hill 2003). The classical approach to assessing biophysical properties of the 

cover of a landscape using remote sensing techniques relies on image-based 

analysis. While this image matrix-based approach has been validated and found 

to be useful for datasets considered to be of low resolution (that is where pixels 

represent multiple objects), it lacks the utility of dealing with objects. The output 

is matrix-based so that there is no reference to objects or features.  



 The tree-top locations were superimposed onto the hyperspectral data.  A 

single spectrum corresponding to the top of each tree was sampled and retained 

for future analysis. Along with the spectrum we retained the geographic 

coordinates and LiDAR-based tree height. The advantage of using this approach 

is that we can apply any analytical technique that is appropriate and then map 

the tree locations with desired attribute back into geographic space where they 

can be integrated with other attributes. This allows us to address the attributes on 

an object basis and upscale to uniform polygons or continuous grid representing 

dominant species, volume/ha, or biomass for example. 

 The resultant spectra are analyzed with the same techniques that would be 

available within the image domain. Initial species classification has focused on 

the use of the Spectral Angle Mapper approach (Kruse, Lefkoff et al. 1993). This 

approach relates the accumulated differences between spectra of known 

reference spectra from a library with  unknowns. The reference spectrum that 

comes closest to the unknown shares its label with the unknown (see figure 11). 

Other approaches to classification of the spectra are also being explored, based 

on multivariate statistics and borrowing from the more traditional classification 

approaches in remote sensing, although they have not been implemented for this 

project. 

 The SAM classifier relies on a supervised classification approach. It is 

imperative therefore that the spectra used to calibrate the SAM classifier (or 

training spectra) be representative of the species that are on the ground. For our 

work we built the calibration library incrementally with initial input only from 



identified pure, single species, stands. As these stands are not abundant we then 

located those stands, from the existing forest inventory information, where a 

single species constituted 80 to 90 percent of the composition. In these cases the 

spectra were subsequently sorted and separated into their representative 

species once sampled.  

  

�2.6) Ground-reference sampling 
 
2.7) Extraction of forest inventory attributes 
 
2.7.1) Stand structure 
 
2.7.2) Species classification  
 
2.7.3) Comparison of VRI and RS datasets� 
3) Results & Discussion 
 
3.1) Lidar-based inventory attributes 
 
3.1.1) Spectral-based species classification 
 
It was found to be very difficult to validate the classification based on extraction 

of individual spectra. There were few cases where there were large single 

species stands to sample for both calibration and validation of the classifier. To 

overcome this we employed an evaluation on the selected individual spectra 

using a leave-one-out cross-validation approach.  This approach allows us to 

iteratively extract single spectra from the calibration dataset and evaluate it 

against the remaining dataset. This allows us to evaluate the performance of the 

classifier on the classifier, based on an independent dataset. The results of this 

evaluation are displayed in figure/table. The results suggest that the overall 

ability of the classifier to predict the observed species was 76%. When 



addressing the individual species however the areas of confusion become 

apparent. There was considerable confusion between Douglas-fir (Pseudotsuga 

menziesii var. glauca)  (termed fir in figure 3) and  white spruce (Picea glauca 

var. albertiana ), and to a lesser degree Balsam-fir (Abies lasiocarpa), although 

this was expected given the similarities of the species, and low number of pure 

stands form which to sample from. The pine (P. contorta var. latifolia) 

distinguished from the other conifer species as did the yellow cedar 

(chamaecyparis nootkatensis). Deciduous vegetation, including predominantly 

poplar (populus spp.)  and willow (salix spp.), were grouped and separated from 

the other spectra. We also identified beetle infested individuals (pine) at the red-

attack stage which had very distinct and unique spectra. The classification 

accurately predicted the presence of  most of the observed species. Spruce was 

the species that had the lowest success rate, while other species had success 

rates of 70% or greater. Again there was confusion amongst the three (fir, 

spruce, and Balsam) conifers. While the SAM classifier was used here, our 

approach affords us the flexibility to employ other methods to partition the feature 

space. 

 A further expansion of the species mapping, and one where the power of 

this approach is highlighted is the development of a leading species layer. In our 

case we chose to map the leading species developed from volume where 

species - specific, empirically - based  relationships developed from the field data 

presented earlier. The evaluation was based on 20 metre grid cells. An example 

of the output is presented in figure. 



 

3.1.2) Comparison of VRI and RS inventories� 
4) Conclusions and Management Implications 
 
4.1) Summary of key findings 
 
The project has demonstrated the utility of integrated hyperspectral and LiDAR 

data for forest inventory, and forest biology, feature extraction. A number of key 

issues have been addressed. These include: 

 The collection and integration of airborne data for a large cohesive area has 

been shown to be feasible.  

 The data volumes, while high, are manageable with desktop computer systems.  

 Processing of LiDAR data to extract forest attributes consistent with those 

collected from traditional VRI surveys is possible. 

 There is a consistency between the LiDAR derived attributes and those collected 

through traditional airphoto based surveys. The advantage of the LiDAR - 

derived surveys over the traditional surveys is that the former retains spatial 

variability, while the latter generalizes and stores central tendencies.  

 The hyperspectral data, which is complimentary to the LiDAR can be used to 

derive species, with accuracies at the same level of accuracy as traditional 

surveys. The exploitation of hyperspectral data is still nascent, with further 

research required. 

 

The use of these data have been demonstrated to be at least on par with the 

more traditional survey techniques. We have restricted our analysis to the 

canopy portion of the overall LiDAR returns. The bare earth model, which has not 



been inciuded in this analysis offers additional uses. Some of these uses are 

readily apparent, especially those pertaining to the support of forestry operations, 

such as cut block layout and road design. Other potantial uses can be as a 

substitute for the more traditional DEM generation for topographic mapping.  

 
4.2) Future directions 
 
This project has provided an insight to the use of these remotely sensed data for 

forestry related surveys. While much of the energy was spent on developing a 

processing framework for the efficient extraction of attributes, some relevant 

attributes were successfully derived. Considerable work still needs to be carried 

out to fully exploit these data. 

 
  4.2.1 Hyperspectral Data:  
 
 Sensor Noise: The work on hyperspectral data is preliminary. As these data have 

not previously been applied at the fine resolutions (both spatially and 

spectrally)  for this type of survey. Effort still needs to be expended out that will 

characterize the noise of the AISA sensor. The success of further analysis of 

this sensor will depend on our ability to increase the S/N. This will have the 

effect on classifiers such as the Spectral Angle Mapper used in this project 

which uses the shape of the spectrum to derive the species identification. In 

many instances, as found in this project the signal strength of the reflected 

energy will vary depending on a number of factors including time of day, solar 

orientation, and terrain related shadowing. WIth a decrease in the overall 

intensity of the spectrum the effects of the noise becomes more apparent and 



the benefits of using a classifier such as the one that we used here decreases. 

In these cases the noise increasingly defines the overall spectral curve so that 

misclassification will occur. 

 Alternative approaches to classification: While the supervised classifier used on 

this project was one that is quite effective in most situations, other strategies to 

partition an n-dimensional feature space may prove to be mroe effective.  

 Foliar health: Work on issues related to foliar health are ongoing parallel to this 

project. One of the areas of interest is in characterizing pigment (including 

Chlorophyll a and b) levels as well as the modelling of foliar Nitrogen. This 

type of analysis, in combination of some of the LiDAR - based analysis will 

allow us to more adequately address issues related to overall nutritional status 

and isolate early stages of the effects of insect infestation and disease.  

 4.2.2 LiDAR 
 
Feature extraction from the LiDAR data continues with work progressing on the 

characterization of growth environment through the use of the bare earth model. 

1) Growth environment: The use of the very highly detailed elevation mode 

possible from these data can aid us in deriving an understanding of the 

distribution of antecedent landscape moisture. We are presently integrating these 

data with potential evapotranspiration models to better characterize growth 

potential. 

 Wood quality: A project addressing the quality of the wood (in terms of elasticity, 

etc) through a linkage with the acoustical properties of the standing timber and 

LiDAR - and hyperspectral - derived properties is being initiated. 



 Fire fuel assessment: the vertical and horizontal structure of a stand is critical in 

understanding the potential fire behaviour of a stand. We are using the 

biometrics developed for this project to relate to the vertical structure of the 

stand. In addition, methods to automatically separate the dominant-

codominant structure are being explored. Once this is achieved then we can 

address the nature of the understorey fuel characteristics. 

4.2.3 Sensor Development 
 
A new suite of sensors is being assmebled (MAP 2) which is intended to be 

helicopter-based. This platform with integrate a very high frequency LiDAR (260 

KHz) with a VNIR spectrometer. In addition a capacity fo a thermal sensor is also 

being included. The LiDAR system will have the capacity to produce a dataset 

with up to 12 points per sq m. digitizing 4 points pre return. The dataset while 

having a very high data size will allow us to better characterize the vertical and 

horizontal canopy structure. In addition, early tests indicate that we can map 

coarse woody debris. The VNIR spectrometer will have the capacity to collect up 

to 490 channels for the range between 400 and 1000 nm at a spatial resolution of 

50 cm or finer. This will give us the ability to map individual crowns within a stand 

with multiple pixels. In addition the spectral resolution (potentially of ca 1 nm) will 

give us the ability to  better define the absorption features in VNIR range. This 

could be useful, for example, to better define pigments such as carotinoids, and 

Chl a and b. 

 The re are also plans to develop coarse spatial resolution hyperspectral 

satellite LiDAR systems. These systems will allow us to map large areas 



extracting features such as species and volumes on a regional, national or global 

basis,� 
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