
 
 
 
 
 
 

Landscape-level zoning on Canfor’s TFL48: 
Improving modelling performance  
with automatic parameter controls  

 
 

Report Prepared for Forest Science Program  
Project Y062005 (Year2) 

 
 
 
 
 
 
 
 
 
 

Monday, March 5, 2007 
 

Mark Boyland1 
 

1563 Rowanwood Ave, Ottawa, Ontario.  Mark.Boyland@gmail.com 



TABLE OF CONTENTS 
 
 

Abstract ............................................................................................................................... 3 
Introduction......................................................................................................................... 4 
The ZAM Model ................................................................................................................. 6 

Zone Types...................................................................................................................... 6 
Zone Objectives .............................................................................................................. 7 

ZAM Algorithms ................................................................................................................ 7 
Auto-Annealing............................................................................................................... 9 
Search Phases................................................................................................................ 10 
Optimal Accept/Reject Ratio Curves............................................................................ 18 

Summary ........................................................................................................................... 21 
Literature Cited ................................................................................................................. 23 

 2



ABSTRACT 

Creating landscape-level zones for forest planning involves large datasets that create 

difficulties in finding good solutions with conventional solution techniques.  Simulated 

annealing has been the preferred algorithm for these large problems, however finding 

proper algorithm parameters has been elusive, resulting in sometimes poor zoning 

results, sub-optimal algorithm performance, and restrictions on landscape size and 

dataset resolution that compromise forest planning.  We have developed an automatic 

function that dynamically derives proper parameter values as the algorithm works.  The 

function works by projecting future temperature steps that will produce the desired 

annealing stage, based on previous temperature performance.  The function is shown to 

perform better than traditional cooling schedules, and bypasses the time consuming, 

iterative step of manually creating the cooling schedule.  The result is a model that is 

easier and simpler to run, can handle larger datasets with finer resolutions, and creates 

better solutions in less time. 
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INTRODUCTION 
Forest managers face an increasingly onerous task in proving that their activities provide 

the wide variety of objectives the public demands from British Columbia’s forests, both 

now and into the future.  While forest tenures provide the legal right to harvest timber, 

the informal “social license” of acceptance of management plans by the public at large in 

many cases has become more difficult to obtain.  Forest practices of the 1970’s that did 

not consider the non-economic objectives important today – recreation, water quality, 

habitat, viewscapes, etc – are still easily visible in many places, and make the public 

sceptical that the industry has really changed.  A further barrier is the dynamic nature of 

forests.  Objectives found in one place today will not exist there forever.  Fires, insects, 

and harvesting interact with forest growth to produce a shifting mosaic of old, mature and 

young stands through time.  Foresters cannot point to an area and say “That is where the 

old growth forest will be.”.   Instead plans are made with non-spatial limits: “30% of the 

watershed will be older than 140 years at all times”.  In a time where many management 

units have a declining level of old growth, convincing the public that the declines will 

somehow level out at the mandated level using graphs and computer projections remains 

somewhat unconvincing. 

 

Forest zoning provides an alternative method which is much more easily explained to the 

public.  Maps are produced that show exactly where different types of objectives will be 

concentrated on the landbase.  Timber harvesting will be concentrated into one zone.  

Creative harvesting that promotes habitat, water and recreation will be done in a second 

zone.  And a third zone will be established that severely limits harvesting, road building, 
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and other industrial activities, but lets natural processes create old growth, habitat that 

isn’t readily available in other zone types, and wilderness values.  This type of forest 

management is much more easily defined and defended than multiple-use percentage 

targets.  They are defined on a map so everyone can evaluate whether the quality of land 

in each zone is adequate.  And they provide better certainty of future land use decisions 

through the published maps than does the traditional multiple-use management. 

 

A second advantage of zoning management is that it is often much more efficient in 

producing economic, ecological, and social returns from the landbase than multiple-use 

management.  By concentrating complementary objectives together and increasing 

certainty in land use, forest management decisions can be optimized, rather than having 

to consider the possibility that a future stand could be used for timber, habitat, recreation 

or wilderness values.  Instead, planting and silviculture decisions can be made to produce 

specific objectives at designated intervals into the future.   

 

The basics of zoning management have been explored in previous reports.  See Sedjo and 

Botkin (1997) and Bunnell et al. (1998) for two explanations of the ecological rationale 

of zoning.  Vincent and Binkley (1993), and Binkley (1997a, 1997b, 1999), provide some 

economic arguments, while, Fight et al. (1979), Sahajananthan et al. (1998), and Boyland 

et al. (2004) provides scenarios of landscape-level examples of zoning benefits.  Beese et 

al. (2001) provide an example of how the zoning can be implemented across a large-scale 

landbase in coastal British Columbia. 
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This report will briefly outline the basics of creating forest management zones with the 

Zone Allocation Model (ZAM).  We will then turn to describing the modelling 

innovations recently been built into the ZAM model.  These concentrate on increasing the 

power of the model to tackle the larger problem sizes increasingly required in zoning 

problems.   

THE ZAM MODEL 

Zone Types 
The zone management model described here is the Zone Allocation Model (ZAM).  

Earlier versions have been detailed in Boyland (2003) and Boyland et al. (2004).  The 

ZAM model uses the simulated annealing algorithm to spatially allocate land into three 

different zone types:  a “Timber” zone that emphasizes economic activities; a “Habitat” 

zone that mixes timber harvesting with creative ways to maintain biodiversity and other 

non-timber objectives, and a “Conservation” zone that is designed to protect objectives 

not compatible with industrial activities.  The zones are required to be composed of areas 

larger than a minimum zone size and not in a linear shape to provide adequate interior 

areas. 

 
Table 1.  Zone types. 

Zone Name Primary Objectives Landscape 
percentage 

Minimum 
contiguous area 

(ha) 
Timber Timber revenues 65% 10,000 
Habitat Timber revenues with designated 

wildlife, recreation and other non-
harvesting objectives 

25% 10,000 

Conservation Wilderness compatible objectives, 
such as old growth, recreation, and 
biodiversity.  Limited timber 
extraction in specific circumstances. 

10% 5,000 
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Zone Objectives 
The type of land that goes into each zone is also controlled.  Any objective that can 

plotted on a map can be included, and distributed by percentage into specific zone types.  

The objectives generally fall into four types:   

1. Ecological Representation:  ensuring that the Conservation zone has a portion of 

each ecologically distinct type in the landbase,  

2. Economics:  biasing the most profitable stands into the Timber zone,  

3. Identified areas:  restricting identified critical habitat areas into the Habitat or 

Conservation zones 

4. Productivity:  ensuring that a minimum level of productivity is maintained across 

all zone types as a minimum guard against the sustainability of objectives into the 

future. 

For more information on the process of biasing land types into the zones, see Boyland 

(2003) and Boyland et al. (2004). 

ZAM ALGORITHMS 
The combination of large landbases, spatial restrictions, and land type requirements 

creates a very large problem that is technically difficult to solve.  Exact solution methods 

such as Integer Programming cannot be used to find the “best” solution.  Instead, 

heuristic algorithms must be applied, which only attempt to find very good solutions.  

The ZAM model uses the simulated annealing algorithm, which has been shown to be a 

good choice for spatial forest management problems (Csuti et al. 1997, Boston and 

Bettinger 1999, Bettinger et al. 2002, Boyland et al. 2004). 
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With heuristic algorithms, how they are implemented is often very important in the 

quality of the solution.  There are two basic quality areas that must be addressed:  how 

the real world problem is translated into the virtual problem that the model solves, and 

how successful the technical process of solving the virtual problem is.  We have made 

significant inroads into improving aspects of both areas. 

 

Simulated annealing first creates a full solution, and then makes many small, random 

changes to the solution to try to improve it.  These changes are called perturbations.  If 

only perturbations that improve the solution are accepted, the solution improves very 

rapidly.  But the solution then gets to a point where no further single perturbations are 

available that would improve the solution, but a series of changes exist where the solution 

first must get worse before moving into a path that ultimately would lead towards the 

optimal solution.   

 

The perturbations in the zoning model consist of changing a small area of land (a “tile”) 

from one zone type into another (i.e. from the Timber zone to the Conservation zone).  If 

that change improves the solution, the change is always kept.  However, if that change 

makes the solution worse, then the change could still be accepted on a random basis.  

This is to allow the solution to move through poor areas to get to even better ones – to 

stop the solution from becoming trapped in “local optima”.  In the beginning of the 

annealing process many worse changes are needed to be accepted.  As the process 

 8



develops, fewer and fewer are kept, until at the end, only perturbations that improve the 

solution are allowed. 

 

Previous applications of simulated annealing in forestry have used cooling schedules to 

control the rate of acceptance of worsening perturbations.  High temperatures allow a 

high ratio of worse accept to reject perturbations, while a temperature of zero allows no 

worse perturbations.  Designing a cooling schedule that produces good quality solutions 

is part of the art of modelling.  While there are rules of thumb that guide the choice of 

cooling schedules, the process is time consuming and iterative, and must be redone for 

every new dataset and/or different scenario with the same dataset. 

Auto-Annealing 
Cooling schedules are a second order controlling mechanism designed to influence the 

optimization process.  The cooling schedule indirectly controls the acceptance/rejection 

ratio (A/R ratio) of the annealing process, which influences the optimization process into 

finding better and better solutions.  Nourani and Andresen (1998) experimented with a 

variety of cooling regimes, but found controlling the thermodynamic speed of the process 

to be more efficient than controlling the temperature.  We have also developed an 

entropy-based approach, using the A/R ratio as an indicator of resistance of the solution 

in making large negative changes.  We measure the A/R ratio of various temperatures, 

and predict the temperature required to produce subsequent desired A/R ratios.  We invert 

the cooling process, by making the A/R ratio schedule control the temperature, rather 

than the other way around. 
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However, there are a variety of challenges in doing this.  First, it is unknown what the 

initial temperature is that would produce the initial desired 90% acceptance rate.  Second, 

accepting worse solutions that are only slightly damaging should be accepted more 

frequently than perturbations that make the solution significantly worse.  When the 

annealing process starts, there is no information available on the range of a “small worse” 

to a “large worse” – from 1 to 100?  or from 107 to 109?  Third, this range changes as the 

solution progresses – the configuration of the solution in part determines the extent of this 

range.  So what works at the beginning of the annealing process will not necessarily work 

towards the end.  These difficulties require a sampling process to measure past values and 

estimate the correct temperature moving forward.  However, this sampling process 

introduces its own difficulties.  If the estimates contain too large an error, the solution 

will move out of the desired path, introducing new errors into the next estimate.  While a 

large sample size would help correct this, large sample sizes have their own problems.  

First, they can lead the solution astray further if the estimates are wrong.  And second, the 

annealing process calls for a continuously declining temperature.  Using large samples 

requires introduces larger steps into the temperature declines, both reducing the annealing 

efficiency and introducing errors into the estimation process by forcing the algorithm to 

project further into the cooling schedule. 

Search Phases 
The process of auto-annealing developed here uses a three-stage process to first find the 

90% initial sampling rate, and then cool the system at a rate that produces a linear A/R 

ratio decline to a final period of zero temperature hill climbing at the end.  Figure 1 

shows a stylized target and achieved A/R ratios in a simplified simulation.  Note that the 
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measured A/R ratio is initially far from the target ratio when little is known about the 

correct temperature, but as the simulation progresses, the achieved ratio becomes 

progressively closer to the target ratio.   

 

The Initial Search Phase is begins the simulation.  It uses a simple algorithm of halving 

the temperature distance between the two closest temperatures that span the target A/R 

ratio with their achieved A/R ratios.  When there are not two temperature points spanning 

the target ratio, the temperature is doubled (or halved, if the temperature is too high).  

Table 2 illustrates the algorithm using the data points found in Figure 1. 

Table 2.  Example Initial Search Algorithm.  See text for algorithm explanation. 
Step Target 

A/R ratio 
Measured 
A/R Ratio 

Temperature Action 

1 0.9 0.08 100 Start 
2 0.9 0.16 200 =100*2 
3 0.9 0.32 400 =200*2 
4 0.9 0.64 800 =400*2 
5 0.9 1.00 1600 =800*2 
6 0.9 0.96 1200 =(1600-800)/2+800 
7 0.9 0.80 1000 =(1200-800)/2+800 
8 0.9 0.88 1100 =(1200-1000)/2+1000 
9 0.9 0.92 1150 =(1200-1100)/2+1100 
10 0.9 0.90 1125 =(1150-1100)/2+1100 

 

The Regression Search Phase uses previously sampled points in a linear regression which 

is then extended a short temperature distance beyond the sampled points to predict the 

next temperature step that should match the desired target A/R ratio.  Each “point” is the 

average A/R ratio of 1000 perturbations in the simulation.  As can be expected the 

temperature gradient required to create a linear decline in A/R ratio is a somewhat 

complicated curve.  Therefore, using a linear regression systematically over-estimates the 
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temperature when the curve is concave, and underestimates the temperature when the 

curve is convex.  However, using only small sections of the curve within the sample, and 

restricting the projection of temperatures to small steps controls the over/under estimation 

problem satisfactorily.   

 

The Zero Temperature Phase is the final temperature control phase.  In all simulated 

annealing runs, the temperature is set to zero as a final optimization step.  A zero 

temperature allows only improvements to be made to the solution, setting the A/R ratio at 

0%.  This makes final adjustments in the solution, correcting any deficiencies caused by 

the last few worse perturbations that were made before the temperature was reduced to 

zero.  Since the temperature is always zero at this stage, no temperature projection 

algorithm is required. 
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Figure 2.  Target and Achieved A/R Ratios, showing the temperature cooling schedule (secondary 
axis) and difference between target and achieved A/R Ratio (primary axis; lowest line).  The target 
A/R Ratio is initially set at 0.9 (1,000,000 perturbations) followed by a linear decline to zero 
(9,000,000 perturbations), ending with a zero temperature (1,000,000 perturbations).  During the 
Zero temperature phase the lines are obscured by the x-axis.   
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Figure 1.  Stylized Auto-Annealing Acceptance to Rejection Ratio (A/R Ratio) target (bold line) 
and achieved (line with symbols).  The initial search phase (crossed line) searches for a 90% A/R 
ratio.  This is followed by the regression search (triangle line) which attempts to track a linear 
decline in temperature.  The zero temp phase (blue squares) is the final hill climbing action. 
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Figure 2 shows a sample run, including the temperature cooling schedule.  Note first that 

the measured A/R ratio is very close to the target A/R ratio, in both the Initial Search and 

Regression phases.  This indicates that both algorithms are working properly, correctly 

projecting temperatures that result in measured A/R ratios close to the target ratios.  Note 

also that the measured A/R ratio contains a lot of “noise” – the vertical up/down jumping 

is a result of “errors” in the sampling.  These are not errors as in mistakes, but “errors” as 

in noise in the simulation.  Many variables are changing in the solution at once, and even 

much larger sample sizes do not completely eliminate these random elements from the 

data.  The point to note is that while this noise exists, it generally is centred around the 

target A/R ratio line, indicating that the temperature projection process is working.   

 

A third important point to note is that during the first one million perturbations, the target 

and measured A/R ratios successfully remain at 0.9.  However, the temperature declines 

somewhat.  This indicates that as the solution changes, a different temperature is required 

to maintain the same A/R ratio.  Without dynamically setting the temperature, it would be 

impossible to create a cooling schedule that could successfully maintain a desired A/R 

ratio – this is a deficiency of the more traditional cooling schedules used in the literature.  

This particular temperature decline is related to the starting condition of the solution.  

The temperature required to hold a 0.9 A/R ratio for a random solution is higher than for 

a solution that approaches a temperature equilibrium.  If the A/R ratio is held constant 

long enough, the solution will converge at equilibrium, and the temperature will also 

eventually find a generally steady mean.  However, this mean is also subject to some 
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fluctuations, depending on how random perturbation walks can pull the solution into 

widely varying states.   

 

The temperature variation due to the solution distance from temperature equilibrium can 

also appear when the solution is cooled too quickly, or when the cooling schedule uses a 

step function with steps that are too large.  Both of these scenarios can pull the solution 

away from its temperature equilibrium, requiring corrections in the temperature to 

maintain desired A/R ratios. 

 

A fourth point to be made from Figure 2 is the departures from the target A/R ratio.  At 

about 2 million perturbations, the achieved A/R ratio is slightly below the target.  This 

often occurs at this point in the process.  While we have not conclusively settled on a 

single explanation for this phenomenon, we believe it is caused by a lack of data points at 

the beginning of the solution process.  While there are many data available for the single 

A/R ratio of 0.9, they are not as useful for the algorithm in projecting the A/R ratio 

decline required.  As more data become available, the algorithm corrects, and the target 

and achieved A/R ratios converge.  The difference between the target and achieved ratios 

are small, and we do not believe that this systematic under-projection measurably affects 

the optimization process.  

 

A second target and achieved A/R ratio diversion that often occurs is at about 8 million 

perturbations.  The variances depicted in Figure 2 are again representative of many of the 

scenarios we have run.  While we are also not completely sure what causes these 
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disturbances, we believe them to be a function of the temperature approaching zero.  

With negative temperatures not possible, the temperature to A/R ratio frequency 

distribution becomes skewed, moving away from the assumed normal bell-shape.  This 

change introduces the possibility for more errors in temperature projection.  However, 

more explorations would have to be made for both these phenomenon to be explained 

fully. 

 

Figure 3 shows three different cooling schedules that were generated from a single 

dataset.  The dataset contained identical start value conditions, except for changes in the 

parameter weights that control the relative ranking of different objectives.  All three 

followed the same A/R ratio targets as in Figure 2, and produced measured A/R ratios 

within the same range of success as in Figure 2.  First, note that the Y-axes vary greatly 

in scale.  Changes in the parameter values introduce large changes in the range of values 

required in the cooling schedule.  Second, note that the shapes of the curves are also 

different.  While they all follow the same general shape, the steepness of the initial 

decline, the sharpness and positioning of the inflection point, and the slope of the long 

asymptotic tail all vary between parameter sets.  Simply scaling the cooling schedule to 

match changes in the parameter set would not match the desired A/R ratio cooling 

regime. 
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Optimal Accept/Reject Ratio Curves 
So far we have considered only a linear A/R ratio decline following the initial search 

phase.  However, two questions remain.  First, is a linear shape the best curve for finding 

optimal solutions?  Perhaps an s-shape or other curve would be better.  Second, does the 

automatic annealing process produce better results than simply choosing a temperature 

cooling schedule manually?  We tested both those questions by running different A/R 

ratio shapes and the preferred temperature cooling schedule on the same dataset, using 

the same parameters and model.  Figure 4 shows the A/R ratio regimes as well as the 

temperature cooling schedules used for this comparison.  The A/R ratio shapes are 

described easily by their names.  The temperature cooling schedule is the most common 

shaped schedule in the literature, and one used most frequently in analyses with the ZAM 

model. 

 

Figure 5 shows the results of 11 runs for each cooling regime.  The runs are sorted form 

worst (highest z-score) to best (lowest z-score).  All of the runs produced some poor 

results (~6.5 million) and many better results (~4.5 million).  This spread of results 

suggests that the solutions could have been run for a longer time period to obtain 

consistently better results, however, these results are indicative of the longer runs that 

were also done.  It is important to note that the best solution – the optimal solution – will 

have a score of much greater than zero.  The objectives contain requirements that cannot 

all be met at once, and the best compromise still contains a relatively high Z-score.  

Drawing on previous analyses of this type, we can guess that the theoretical optimal Z-

score is somewhere between 2 and 3 million.
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That implies that the differences in run 11 between the various optimization strategies are 

more significant than they appear.  If the optimum score is actually 2.5 million, the 

spread of results in run eleven span 22%; that is, the best Slow Decline auto-annealing 

run is 22% better than the best temperature cooling schedule run. 

 

These results suggest that auto-annealing is a better strategy for optimization than manual 

cooling schedules.  However, there are a variety of reasons for keeping manual cooling 

schedules.  First, the process of finding the schedule is informative about the problem and 

solution.  The computer generated solutions are unlikely to be adopted exactly as created, 

with many changes made based on local knowledge and information that is unable to be 

encoded into the model.  Therefore, retaining a good understanding of the problem is a 

valuable asset both in assessing the utility of the computer generated solutions, and 

altering them to produce solutions that meet more objectives than the model knows about. 

 

Second, it is certainly possible to manually create a cooling schedule that is the same as 

the temperature projections made by the auto-annealing process.  With enough iterations, 

there is no reason to believe that a manual cooling schedule can’t be made that would 

perform better than the Slow Decline auto-annealing regime.  In the comparison in this 

paper, both the temperature cooling schedule and Slow Decline regimes were “naïve” 

versions – they were the best versions known that would perform well on all problems.  

Once the problem is understood better, a manual temperature cooling schedule is likely to 

be able to be crafted that would out perform the “naïve” Slow Decline regime.  It is 

unknown what improvements could be made in the naïve Slow Decline regime to tune it 
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to individual problems.  However, this very tuning reduces many of the benefits of the 

auto-annealing itself.  If the tuning requires intensive effort, then the manual temperature 

cooling schedule might be faster and easier to perform.  As well, the process for tuning 

cooling schedules for problems is well known and understood, whereas much effort 

might be expended in tuning the Slow Decline regime only to find a lack of progress.  

SUMMARY 
Simulated annealing is the a preferred heuristic algorithm for solving forest management 

optimization problems such as creating landscape-level management zones.  One issue 

with simulated annealing is that a cooling schedule must be specified that controls the 

optimization process and the quality of the resultant solution.  Higher temperatures allow 

many worse moves to be accepted, while cooler temperatures reject more worse moves.  

While rules of thumb exist for creating these schedules, the best schedules can be elusive, 

found after an iterative process of exploring hundreds of runs, often over several days. 

 

We have created a controlling mechanism that uses the sampled ratio of accepted to 

rejected moves to dynamically project appropriate temperatures for each stage of the 

annealing process.  Traditional cooling schedules are specified to precisely control this 

ratio of accepted to rejected worse moves.  By using the ratio to project appropriate 

temperatures, we have inverted this relationship, which allows for a better projection of 

what temperature is required at each stage of the annealing process.   

 

There are two reasons to favour dynamic cooling schedules over fixed cooling schedules.  

The first is one of practicality:  finding a good fixed cooling schedule is a time 

 21



consuming iterative process.  For large problems, solution run times in the hours are 

required to get adequate results, and it is common to require over 100 runs before finding 

acceptable cooling schedules – a process sometimes taking several days.  Even when a 

good cooling schedule is found, it often must be redone to take into consideration new 

parameter sets.  The auto-annealing method works for all parameter sets the first time the 

model is run. 

 

The second reason for dynamic cooling schedules is the gains in efficiency from using 

the A/R ratio to guide the optimization process rather than the temperature decline.  We 

have found significant optimization improvements with dynamic cooling schedules over 

the traditional temperature schedules.  We speculate that these come from two sources:  a 

closer match of temperature projection to desired A/R ratio than can be forecast before 

the annealing process starts, and the ability of the dynamic schedule to adapt projected 

temperatures to peculiarities of the solution as they arise. 
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